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LLM Pre-training and Beyond

¢« GPT-1 && GPT-2

 NLPHRIFIIIZR-H0EETV: CoVe. ELMo. ULMFIT, . BERT
« GPT-1 && GPT-2: Transformer LM + Large scale pre-training ==> zero-shot

o YRFESLEE: EiEgpt-1/gpt-2X88; i)IZx124M GPT-2 lIm.c Modded-NanoGPT

 GPT-3 and Beyond

» Scaling Laws, JBIl. 4], (UERIS. SEEE. BT LFE. SLMs ...
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https://github.com/karpathy/llm.c
https://github.com/KellerJordan/modded-nanogpt
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https://github.com/karpathy/llm.c
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- E#7S(static)id@=: Word2vec(2013). Glove(2014)

* BJis(contextualized)idm=: CoVe(2017). ELMo(2018) =zi
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. B$35(static)iEEE: Word2vec(2013). Glove(2014)

» Efii&(contextualized)id[@=: CoVe(2017). ELMo(2018) =i
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o {FE45E (task-specific): LM- LSTI\/I(2015) pbyte mLSTM(2017)

1B (general): ULMFiT(2018)
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. B$35(static)iEEE: Word2vec(2013). Glove(2014)
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GPT-1 vs BERT

o FIlZRENS

« ZHE, GPT-1(~117M) MIBERT 5, ¢ (~110M)EBZ12

- EFXEOK
« UBERNE, PEFIH

={MHSA, FFN)

.

=2, 192512

« 431d, char-level BPE (40478) vs wordpiece (30522)

* batch size, 64 " 512 = 32K vs 256 * 512 = 128K

GPT-1 vs BERT Z£i=

EE%, BookCorpus(~800M words) vs BookCorpus(800M words) + English Wikipedia(2500M words)

o« Fi)llZrtokens#E =, 100 epoch * 800M = 80B(words) vs 1M step(~40 epoch) * 3.3B = 132B(words

=

System MNLI-(m/mm) QQP QNLI SST-2 CoLA STS-B MRPC RTE  Average
\ \
o ﬁi\ﬂ”éﬁ\ﬂj|ﬂ , 1m on SGPUS vs 4d on16 TPUs 392k 363k 108k 67k 8.5k 5.7k 35k 2.5k ;
Pre-OpenAl SOTA 80.6/80.1 66.1 823 93.2 35.0 81.0 860  61.7 74.0
BiLSTM+ELMo+Attn  76.4/76.1 64.8  79.8 90.4 36.0 73.3 84.9 56.8 71.0
e AT A2 JUEE e OpenAl GPT 82.1/81.4 703 874 91.3 45.4 80.0 82.3 56.0 75.1
* _F7)35"f__ =5 15&15.' . QQ%BERT > GPT-1 BERT5ase 84.6/33 4 712 905 935 521 858 889 664 796
BERT} ARGE 86.7/85.9 721 927 94.9 60.5 86.5 89.3  70.1 82.1
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GPT-1 vs BERT

o FIIZREUEEE, BookCorpus(~800M words) vs BookCorpus(800M words) + English Wikipedia(2500M words)

« ZHE, GPT-1(~117M) MIBERT 5, ¢ (~110M)EBZ12
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={MHSA, FFN)
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=2, 192512

« VB, BHEFIMN

« 431d, char-level BPE (40478) vs wordpiece (30522)

* batch size, 64 " 512 = 32K vs 256 * 512 = 128K

GPT-1 vs BERT Z£i=

o« Fi)llZrtokens#E =, 100 epoch * 800M = 80B(words) vs 1M step(~40 epoch) * 3.3B = 132B(words

=

System MNLI-(m/mm) QQP QNLI SST-2 CoLA STS-B MRPC RTE  Average
\ \
o ﬁi\ﬂ”éﬁ\ﬂj|ﬂ , 1m on SGPUS VS 4d onl16 TPUS 392k 363k 108k 67k 8.5k 5.7k 3.5k 2.5k ;
Pre-OpenAl SOTA 80.6/80.1 66.1 82.3 93.2 35.0 81.0 86.0 61.7 74.0
BiLSTM+ELMo+Attn  76.4/76.1 648  79.8 90.4 36.0 73.3 84.9 56.8 71.0
o E (T AZ (U 3 E . OpenAl GPT 82.1/81.4 70.3 87.4 91.3 45.4 80.0 82.3 56.0 75.1
o . = | -
T AT, )&%BERT > GPT 1 BERTgAsE 84.6/83.4 712 905 93.5 52.1 85.8 88.9 66.4 79.6
BERT} ARGE 86.7/85.9 721 927 94.9 60.5 86.5 89.3 70.1 82.1
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GPT-1 vs BERT

o FIIZREUEEE, BookCorpus(~800M words) vs BookCorpus(800M words) + English Wikipedia(2500M words)

L -

o S E, GPT-1(~117M) M1BERTy, ¢(~110M)EBE12
e FMYEOKE, 1J&E512
» UBERE, HEFIN

={MHSA, FFN} GPT-1 vs BERT ¥ &

» 43id, char-level BPE (40478) vs wordpiece (30522)

e batch size, 64 * 512 = 32K vs 256 * 512 = 128K

o Fiii)l|lZxtokens#EZE, 100 epoch * 800M = 80B(words) vs 1M step(~40 epoch) * 3.3B = 132B(words

o FiillZBI8], 1m on 8GPUs vs 4d on16 TPUs

e zero-shot
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G I I - 1 Ze ro-ShOt Zero-shot Transfer Can Directly Accelerate Supervised Fine-tuning

1.0

* ColLA (linguistic acceptability), 5
”CE 0.6
* example scored as the average token log-p  ©
< 0.4 :
e predictions are made by thresholding E
= 0.2
 SST-2 (sentiment analysis)
0.0
(c ’ 10° 104 10° 10 O 20 40 60 30 100
° append the tOken Very tO eaCh example # of Pre-training Updates % of Supervised Fine-tuning
* restrict LM’s output only “positive”“negative” e Jrertrained
Winograd Schema Resolution Random Init

Linguistic Acceptability

...... @ Question Answering

ESERERNTRNSE SN

IR

H R

LLM 101: —& A TRKIESHRE / Winter 2024


https://github.com/karpathy/llm.c
https://en.wikipedia.org/wiki/ELMo#/media/File:ELMo_LSTM.png
https://half-port-01c.notion.site/ELMo-Deep-contextualized-word-representations-156656b1253080db8628f6efad58cd31
https://www.notion.so/Learned-in-Translation-Contextualized-Word-Vectors-156656b1253080d6afccd35db56881ab
https://www.notion.so/Semi-supervised-Sequence-Learning-156656b12530808bbabbd93dbf401e06
https://www.notion.so/Universal-Language-Model-Fine-tuning-for-Text-Classification-156656b1253080899f79ef660bcefe59#156656b1253080288549f54b6d4389c6
https://colab.research.google.com/drive/1Jzxk_ApvFdBHXAMDJyR3ZXcHHphO1crl#scrollTo=9KALcbPtcJJI
https://openai.com/index/language-unsupervised/

GPT-2: bigger GPT-1 +

o FIZRENS

&

£

s

zero-shot

Language Models are Unsupervised Multitask Learners

=, Bookcorpus(~5GB, 800M words) —> WebText(8M pages, ~40GB, 10B tokens)

=, 117TM —> 124M, 355M., 774M. 1.5B

. ETFXE

K
» B/, 1

Mt

Sl

, 012 —> 1024

Just a language model,
344 9449

predicts everything

 Char-level BPE —> byte-level BPE

4w merges(40478) —> 5w merges(50257)

* batch size, 64 " 512 = 32K —> 512 * 1024 = 512K

* layernormfiz

=

J

LayerNorm(x + SubLayer(x)) x + SubLayer(LayerNorm(x))
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Byte-level BPE

Code point & UTF-8 conversion

First code point | Last code point

S char(F8,1NF.HS,0.. J8E—Tcode point e
U+0080
> 130000 HHO800
U+010000

IRIEUL-84m S LI, JFcode pointdE N %

- Iy

1% = (1B~4B)
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U+007F
U+07FF
U+FFFF
U+10FFFF

Byte 1
Oyyyzzzz
110xxxyy
1110wwww
1111Quvv

Byte 2 Byte 3 Byte 4

10yyzzzz
10xxxxyy | 10yyzzzz

10vvwwww | 10xxxxyy  10yyzzzz


https://github.com/karpathy/llm.c
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Byte-level BPE

Code point & UTF-8 conversion

First code point Last code point | Byte 1 Byte 2 Byte 3 Byte 4

=\ = Nvira R = /N : 0
+ P char(F8,XF,{45,©...)8%8 —"Tcode point 000 OO Bvyyzz:
U+0080 U+07FF | 110xxxyy | 10yyzzzz
U+0800 U+FFFF | 1110wwww @ 10xxxXyy @ 10yyzzzz
> 130000
U+010000 U+10FFFF | 11110uvv  10vvwwww @ 10XXXXyy | 10yyzzzz

o RIBUtf-84RESFIN, JFFcode point¥E g 3
- N N

- Iy

1% = (1B~4B)

| @ o
>>> "@ ".encode("utf-8") =

b'\xTO\x91\x98\x8a'

> "@ , lBMBhello? | @& ".encode("utf-8")
D' \XTO\X9T\x98\x8a\xef\xbc\x8c\xe5\x93\x88\xe5\x93\x88hello\xef\xbc\x9f
\XeT\Xbc\X8I\XTO\x9T\x98\ xad\xe2\x98\x95\ xetf\xb8\x8f1"

>>> "F".encode("utf-8")

b'\xeb6\x88\x91"

>>> "h" . encode("utf-8")
b'h’ 240 ‘Ii%%il ‘IHE%!I ‘IHH%HI ‘I%E%il WIIIIII

>>> ord("@® ") N
MEFS T E BPE&;
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GPT-2: bigger GPT-1 +

Accuracy

zero-shot

Language Models are Unsupervised Multitask Learners

LAMBADA LAMBADA CBT-CN CBT-NE WikiText2 PTB enwik8 text8 WikiText103 1BW
(PPL) (ACC) (ACC) (ACC) (PPL) (PPL) (BPB) (BPC) (PPL) (PPL)
SOTA 99.8 59.23 85.7 82.3 39.14 46.54 0.99 1.08 18.3 21.8
117M 35.13 45.99 87.65 834 2941 65.85 1.16 1.17 37.50 75.20
345M 15.60 55.48 92.35 87.1 22.76 47.33 1.01 1.06 26.37 55.72
762M 10.87 60.12 93.45 88.0 19.93 40.31 0.97 1.02 22.05 44 .575
1542M 8.63 63.24 93.30 89.05 18.34 35.76 0.93 0.98 17.48 42.16
Common Nouns Named Entities 75
100 100
95 | Human -----------ommmmmmm oo o5 | 70 |
Human -------—--— == - -
90 > 90- . 657
E / E
0 B
g5 - & 85 _/ < 60
Bajgar et al. (2016)
80 - 80 - 55 1
Bajgar et al. (2016) SOTA
—o— Full Scoring
75 : 75 : 50 ——
117M 345M 762M  1542M 117M 345M 762M  1542M 117M 345M 762M

# of parameters in LM

CBT#EE

# of parameters in LM

PTB WikiText-2 enwik8 text8 Wikitext-103 1BW
Dataset train 2.67 % 0.66% 750% 2.34% 9.09 % 13.19%
WebText train  0.88% 1.63% 6.31% 3.94%

2.42% 3.75%

—e— Partial Scoring

Winograd Schema Challenge

# of parameters in LM

1542M

Table 6. Percentage of test set 8 grams overlapping with training sets.

R-1 R-2 R-L | R-AVG
Bottom-Up Sum | 41.22 18.68 38.34 | 32.75
Lede-3 40.38 17.66 36.62 | 31.55
Seq2Seq + Attn | 31.33 11.81 28.83 | 23.99
GPT-2 TL;DR: | 29.34 8.27 2658 | 2140
Random-3 28.78  8.63 25,52 | 20.98
GPT-2 no hint 21.58 4.03 1947 15.03

Table 4. Summarization performance as measured by ROUGE F1
metrics on the CNN and Daily Mail dataset. Bottom-Up Sum is
the SOTA model from (Gehrmann et al., 2018)
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GPT-2: bigger GPT-1 + zero-shot

- EBiEH
e Scaling Laws
 RLHF fine-tuning

e Open —> ~ Close
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* gpt-1

e gpt-2
e [Im.c

 modded-nanogpt
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